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1. Abstract

The observed travel times of seismic waves as a function of distance have since long been
used to infer the elastic properties at depth in the Earth, to study the Moon’s regolith
and more recently the radial structure of the Sun. Once a first-order radially symmetric
structure has been obtained, small delays that depend on source and receiver location allow
for the mapping of structural variations in three dimensions.

Though the onset time of a seismic wave satisfies the equations of ray theory (Snel’s law), the
more precise observations based on cross-correlation allow for non-minimum time energy to
influence the measured delay. In this case the spatial region that can influence the observed
travel time depends on frequency and is akin to the Fresnel zone in optics. We can use this
frequency dependence to extract information about the size of heterogeneities.

First order scattering or Born theory can be used to predict observed cross-correlation
delays. The inverse problem (mapping the heterogeneities at depth from the observed
delays) is underdetermined and some form of regularization is needed to obtain images –
either by imposing smoothness constraints or by using more sophisticated techniques like
compressed sensing. Bandpass filtering can be used to measure dispersion in the delays and
reduce the non-uniqueness.

2. Introduction

For a long time, (geo)physicists have considered the Earth as a spherically symmetric body,
compositionally divided into an iron core, a silicate mantle, and a crust mostly built from
melts rising to the surface and containing – in addition to silicates – the incompatible
elements: those elements such as K that have an ionic radius too large, or too high electronic
charge such as U, Th to be comfortable at the high pressures deeper in the mantle. However,
the surface of the Earth, divided into oceans and continents, betrays the existence of lateral
differences that cannot be ignored. None of our oceans is older than 200 million years,
whereas there are indications that the first continents started to form 4.3 billion years ago.
The processes that impose such differences must operate at depth. The fact that heat
cannot escape sufficiently fast by conduction, whereas the mantle is not molten, leaves no
doubt that some kind of convective engine operates to cool the mantle and to drive the
observable motions of the much more rigid plates covering the surface.
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To study the dynamic processes in the interior, we can inspect various physical fields for
signs of lateral heterogeneity: the gravity field, the magnetic field, the response of the
electro-magnetic field to forcings in the atmosphere and beyond, and the seismic wavefield
after a strong earthquake. We are mostly interested in anomalies, i.e. in deviations from
spherical symmetry. With the exception of the magnetic field, governed by motions in the
core that are rapid with respect to the motions in the mantle, anomalies vary slow enough
that we can consider the causes of them as static. The movement of the plates can be
monitored with geodetic means, GPS in particular, and provides yet another indication
that the Earth is driven by some internal machinery that has a three-dimensional structure.
In addition, we can inspect magmatic outpourings from the interior for chemical differences
and differences in isotopic composition.

Here we shall concentrate on the seismic field, for the simple reason that it has the most
powerful information about variations in elastic properties in the interior that are by them-
selves influenced by temperature variations and – probably to a lesser degree – by chemical
differences. But for other planets the gravity and magnetic field are easier to observe since
they do not require the presence of instrument at the surface and can be monitored by
satellites in orbit. On Mars, Mercury or one of the many moons in the Solar system, we
shall at best be able to observe the seismic field with a handful of seismometers, and we shall
wish to extract as much information from such seismic recordings as possible. Fortunately,
recent developments in terrestrial seismic tomography have led to significant progress in
analysing the observed field.

When an earthquake releases potential energy, it emits both compressional (P) and trans-
verse (S) waves. To first order, the waves visible on a seismogram can be explained with
the spherically symmetric structure of the Earth. At high frequency (∼1 Hz), P and S
waves can be assumed to follow narrow trajectories (rays) and refract according to Snel’s
law, just as light waves in optics. Since the local speed of seismic waves generally increases
with depth, the refraction is such that they return to the surface – or reflect from interior
discontinuities, the most important of which are the core-mantle boundary (CMB) and the
inner core boundary (ICB). The surface also acts as a reflector. Waves that depart from
the source at very shallow angle may reflect multiple times at the surface, and interfere
destructively at high frequency. At lower frequency (. 0.1 Hz), the sum of such multiple
reflections shows up as a dispersive ‘surface wave’ of high amplitude because its energy is
trapped at shallow depth and spreads out in only two dimensions, as opposed to the ‘body’
waves of P and S type. Much of the wave energy observed on the Sun with a dominant
period around 5 minutes is of the surface-wave type.

Even a superficial inspection of seismograms, and their differences from station to station,
shows that there must be deviations from spherical symmetry in the interior of our planet.
Ideally, one should wish to find a three dimensional model of variations in density ρ, com-
pressibility κ and shear modulus µ that allows us to reproduce the observed deviations
as they appear in the seismic records. For several reasons this goal proves so far elusive,
certainly at frequencies above about 0.03 Hz. If crystals in the rock line up, the elastic
response of the rock depends on the direction and polarisation of the wave, potentially
increasing the number of unknowns from two (κ and µ) to 27 independent constants of a
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Figure 1. The P wave from a nuclear explosion near Lop Nor in NW China, on August
16, 1990, recorded in a seismic station in l’Aquila, Italy, at an epicentral distance of 54◦.
The arrival time of a P wave can be defined by its onset if this is clearly visible above the
noise. The horizontal axis gives the time since the detonation of the bomb. The dotted
line denotes the envelope of the recorded motion, and its maximum is identified with the
‘group arrival time’. Any particular phase, such as the first zero crossing or (as here) the
first minimum, can be used to define a ‘phase arrival time’.

fourth-order elasticity tensor. Inverting for the distribution of such anisotropy is impossible
without making drastic simplifications. Even the density and the two isotropic elastic pa-
rameters are usually conveniently reduced to just two intrinsic velocities, the compressional
velocity α =

√
(κ+ 4µ/3)/ρ and the shear velocity β =

√
µ/ρ, since the sensitivity of the

seismogram to pure density variations is minimal. The amplitude of waves is not only af-
fected by focusing/defocusing effects, but also by intrinsic attenuation, the low impedance
of sediments below the seismograph, and by small scale scattering, adding more unknowns
that affect the observations. In principle, the full waveform contains all available informa-
tion in a seismogram. However, trying to fit the waveforms themselves proves to be a very
nonlinear exercise, demanding very large computational resources. The time of the wave
arrivals responds more linearly to changes in α and β then do the full waveforms (Mercerat
and Nolet, 2013). It is also less affected by near-station structure, attenuation or scattering,
and trying to fit arrival time (or phase) therefore proves more robust.

Historically, seismologists have picked ‘arrival times’ of seismic waves, and this is still the
preferred method to quickly locate an earthquake. Given a location of the quake hypocenter,
a (spherically symmetric) standard model is used to predict the onset times for P waves
and possibly other phases. After comparison with observed onset times, one inverts the
differences in a linearized inversion scheme to adjust the hypocenter until a satisfactory
agreement is obtained. The agreement is never 100%, though, not only because of picking
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Figure 2. Fermat’s Principle states that the wave follows a trajectory that renders
the travel time stationary – usually minimum. We assume this is the case for the path
r(s)+δr(s) between source S and receiver R (solid line). The path for a simple, spherically
symmetric planet, bends away from this predicted path, but is more regular and easier to
compute (broken line). However, since the travel time is stationary, the deviation of the
true travel time along the path r(s) + δr(s) with respect to the one predicted for the one
following r(s) is of second order.

errors, but also because the Earth deviates from spherical symmetry. In the 1970’s this
led to the first attempts to interpret such differences in terms of lateral variations in the
Earth’s mantle (Dziewonski et al., 1977).

Onset times provide only one measure that is related to wave velocity. Since they denote
the time of the earliest arrival, this wave follows a trajectory (‘the raypath’) that renders
the travel time minimal. The stationarity of the travel time with respect to small deviations
in the raypath is known as Fermat’s Principle, and one can show this to be equivalent to
satisfying Snel’s law of refraction, as in optics1. An example of an onset is shown in Figure
1. Since this is a signal from a nuclear explosion, the onset is sharper than is usually the
case for large earthquakes, where the rupture may have a more gradual build-up of energy
release. The travel time T of the wave from source to receiver along a path r(s) with a
velocity locally given by c(r) satisfies:

(1) Trs =

∫
r(s)

ds

c(r)
,

In general, we do not know the path r(s) precisely, since it is a function of the velocity dis-
tribution c(r). Instead we use an approximate path calculated for a symmetric ‘background’
model such as the Preliminary Reference Earth Model PREM (Dziewonski and Anderson,
1981) or AK135 (Kennett at al., 1995). The fact that this path is computed for a slightly
different velocity distribution (say c + δc) introduces an error in the predicted time. This
‘path error’ is however of second order because of Fermat’s Principle (see Figure 2).

In practice, we shall wish to invert for the small deviations δc from the standard model. A
Taylor expansion allows us to linearize (1):

(2) δTrs =

∫
r(s)+δr

δ

[
1

c(r)

]
ds ≈ −

∫
r(s)

1

c(r)2
δc(r)ds

1For proofs of this and other statements in this paper, see Nolet(2008).
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Figure 3. (a) Top: the seismogram from Figure 1, compared with a ‘synthetic’ arrival
predicted from a standard Earth model. The station is AQU (Aquila, Italy) and what is
shown is the broad-band vertical channel (BHZ). (b) The cross-correlation of these two
seismograms has a maximum that shows that the predicted P wave arrives about 0.25s
earlier than the observed one.

The onset time defines what Brillouin (1960) calls the ‘signal velocity’. For a purely acoustic
or elastic wave, energy cannot travel faster than this. Onset times offer the advantage of
being easy to interpret using (2). They are not always easy to observe, certainly not in the
presence of noise. In refraction surveys with artificial sources it may even be impossible
to pick the onset unambiguously, and many seismologists revert to the picking of the first
maximum or minimum to define the arrival time. Since they pick a particular phase in the
cyclical motion, this defines a ‘phase velocity’. A third velocity definition is provided by
the arrival of the maximum in the envelope that defines the sum of kinetic and potential
energy (or rather the square root of this sum). Though not commonly in use for the timing
of body waves, the ‘group’ velocity defined in this way finds frequent application in the
study of surface waves. In a homogenous medium, signal velocity, group velocity and phase
velocity are identical, and equal to the intrinsic velocity of the homogeneous rock. Figure 1
shows the times representing the different velocities for a P wave from a nuclear explosion,
which are known to have the sharpest onset times.

The onset time, if it exists as an observable sharp onset, is not dispersive: it rises only
instantaneously if all frequencies arrive at the same time. In practice this means that
the wave spectrum should contain sufficiently high frequencies. If not, the onset will be
gradual, it will take time for the signal to arise above the noise, and a (positive) error in
the arrival time results. This is the reason that delays measured by cross-correlation are
often preferred. The procedure of cross-correlation is illustrated in Figure 3. In its most
straightforward application, one computes a theoretical or ‘synthetic’ seismogram uth(t) for
the body wave arrival that arrives at the time predicted by a ‘background’ model (Figure
3a). The cross-correlation of this wave with the observed seismogram uobs(t) is defined as:

(3) γ(t) =

∫ τ2

τ1

uobs(τ)uth(τ − t)dτ ,
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Figure 4. This figure illustrates the principle of first order- or Born scattering in a
homogeneous background medium. The direct ray from the earthquake s arrives at the
seismograph r after Trs seconds. A velocity anomaly x is located at a distance y from the
direct raypath, and the wave that scatters from this anomaly arrives after Txs+Trx seconds.
If it arrives within the cross-correlation window [τ1, τ2] it may influence the maximum of
the cross-correlation function γ(t). Following seismological practice, the earthquake is
represented by a beachball in which the dark areas represent the quadrants where the
Earth is under tension, while white areas are under compression.

where [τ1, τ2] is the interval containing the observed wave. The cross-correlation delay is
defined as the time where γ(t) reaches a maximum (Figure 3b).

The cross-correlation delay represents neither a group- nor a phase velocity. It is a new type
of measurement, and requires its own theory to link it to the intrinsic velocity encountered
by the wave on its way between source and receiver. Only if the medium is smooth enough
that ray theory is applicable, and the wave is not dispersive, can we say that group delay
= phase delay = onset delay = cross-correlation delay.

3. Modeling the cross-correlation delay

How can we establish the correct relationship between the cross-correlation delay and the
intrinsic velocity of the wave in the medium? For the onset time only an anomaly on the
raypath r(s) in (2) influences the ray. The raypath has a width that is infinitesimal. But
energy arriving in a finite time window [τ1, τ2] can have travelled elsewhere as long at is not
delayed beyond τ2.

Mathematically, we can deal with the problem using first-order perturbation theory in which
we first compute the zero-order wavefield in the ‘unperturbed’ or ‘background’ medium. To
reduce the computational burden, this is usually a simple, spherically symmetric model.
If the velocity in the background medium varies smoothly, analytical solutions using ray
theory can be used. In analogy with the exact solution in a non-attenuating homogeneous
medium with intrinsic velocity c:

(4) u(t) =
1

r
usrc(t− r/c) ,
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Figure 5. Left: (a) Seismogram in the (homogeneous) background model of Figure 4,
(b) with scattered wave added, (c) since the wave is high frequency, the scattered wave does
not influence the location of the maximum in the cross-correlation. Right: as before, but
now for low frequency, (d) the unperturbed seismogram, (e) with scatterer superimposed
and (f) the resulting shift of 1 s in the cross-correlogram.

with usrc(t) the ‘source time function’, one approximates the ray theoretical solution for a
wavefield from a source s to a receiver r in a smoothly varying medium as

(5) u(t) =
1

Rrs
usrc(t− Trs) ,

where Rrs is the geometrical spreading that describes the amplitude decrease, and Trs is the
travel time from (1). In a spherically symmetric medium, analytical expressions for Rrs and
Trs exist. For a medium varying in two or three dimensions one solves for the geometrical
spreading using the theory of dynamic raytracing (Cerveny, 1985). Attenuation can be dealt
with by filtering the wave in the frequency (ω) domain with a low-pass filter of the form

e−ωt
∗/2, where t∗ depends on the distance travelled but is of the order of 1 s for teleseismic

P waves, 4 s for S waves.

If we introduce velocity anomalies into the background model, the zero-order wavefield is
perturbed. We assume the heterogeneities act like secondary sources that emit scattered
waves. Though the figure shows only one scatterer, the Earth may have many. The ‘first
order’ or ‘Born’ approximation implies that we neglect the possibility that wave scatters
first from one anomaly and then from another before being recorded by the seismograph.
We also neglect the (hopefully small) energy loss suffered by the zero-order wavefield from
scattering and assume the wave that is incident on each scatterer is the zero-order wave as
computed for the background model, unaffected by earlier scattering events. To find the
perturbed wavefield we sum over all scatterers.

Since the path length for the scattered wave δu(t) is longer (Figure 4) it arrives always later
than the direct wave, and will not influence the onset time. But if Txs + Trx < τ2 it may
influence the cross-correlation. This is shown in Figure 5. For a short pulse that arrives
with a delay in excess of the dominant period, the cross-correlation delay is not affected, as
shown in the left part of the figure. But a low-frequency pulse as shown on the right does
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19,279 nodes whose distance increases with depth;
63% of these nodes are located in the upper mantle,
33.4% in the lower mantle, 3.3% in the core. The
remaining 0.3% forms the convex hull, the surface
that wraps the Delaunay mesh. Grid nodes within
the core and the convex hull are necessary for the
consistency of the Delaunay mesh. Figure 2 shows
the average distance between two vertices for each
tetrahedron forming the grid as a function of depth.
Node distances range between 300–400 km in the

upper mantle, 400–600 km in the midmantle, and
600–800 km in the lowermost mantle.

[8] Figure 3 shows the column density for the S,
SS-S and ScS-S matrices, respectively, as a function
of depth. We define the density for a given node of
the grid as the sum of absolute values of the
elements of the column that corresponds to that
node. Because of the complex shape of the SS
sensitivity kernels near the surface bounce points,
the SS-S data provide a significant contribution to

Figure 1. Cross sections of the Fréchet kernel for finite-frequency travel times of (a) a P wave and (b) an S wave at
60� epicentral distance with 20 s dominant period. Note the change of the color scale for the S-wave kernel. Solid
lines show the variation of the sensitivity kernel with depth on a line through the turning point.
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Figure 6. Example of a sensitivity kernel K(r) for the cross-correlation delay of an S
wave with a dominant period of 20s. Note the reversed sensitivity at the outer edge of the
kernel, which is in the second Fresnel zone.

influence the delay. One can show that, again to first order, this delay is given by:

(6) δT = −
∫∞
−∞ u̇(t′)δu(t′)dt′∫∞
−∞ ü(t′)u(t′)dt′

,

where the dot indicates differentiation with respect to time. From (6) it is clear that the
delay depends on the shape of u(t) and the scattered waveform δu(t), or alternatively, their
frequency content.

Equation (6) does not yet give us the desired relationship between perturbations δc(r) in
the smooth background model and the observed cross-correlation delay δTxcor. For that we
use the first-order scattering theory that relates δu(t) linearly to δc(r). Since δTxcor depends
linearly on δu(t), which depends linearly on δc(r), the result of all these linearizations must
also be linear, symbolically we write it as:

(7) δTxcor =

∫
V
K(r)δc(r)dV ,

where the integral kernel K(r) depends on the spectra of direct and scattered waves; see
Nolet (2008) for its – rather complicated – expressions. A comparison of (7) with (2) shows
that the cross-correlation delay is sensitive to a volume V, whereas the onset time depends
only on the velocity in the Earth along an infinitesimally narrow raypath P.

An analogy with optics may be illustrative at this point. If a light wave hits an obstacle,
some of the energy may diffract around it. If this diffracted wave arrives at the sensor with
a phase delay less than π, it is said to be in the first Fresnel zone. The width of the Fresnel
zone depends on the wavelength of the wave, and therefore decreases with frequency. In
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Figure 7. Density of broadband seismic stations present in the database of the IRIS
Data Management Center. This database is somewhat incomplete, especially for Asia, but
nevertheless clearly shows the lack of data in the oceanic domain when compared to the
stations on the continents. The greyscale shows the number of stations per 106 km2.

our case, the volume occupied by the kernel K(r) depends on the spectrum of u(t). If the
bandwidth of the pulse u(t) is wide enough (at least one octave), the width of the kernel
K(r) is approximately that of the second Fresnel zone, where the phase delay is between π
and 2π. An example is shown in Figure 6.

For very small scatterers, when we are in the regime of Rayleigh scattering with scattered
energy proportional to the fourth power of frequency, δs will be enriched in high frequencies.
The single-scattering or Born approximation becomes therefore less accurate as we approach
higher frequencies. However, for a scale length of 100 km – probably representative for many
anomalies in the upper mantle – the linearity of (7) is accurate enough as long as the velocity
anomaly remains below about 10% (Mercerat and Nolet, 2013). In fact, if we sum over many
small scatterers, only low frequencies will interfere constructively. Large anomalies can be
seen as the sum of many small ones, and the spectral content of the scattered wave becomes
much more like that of the incoming wave.

A remarkable, and at first sight counter-intuitive feature of the kernel in Figure 6 is that the
sensitivity is zero where the raypath for the onset time is located. This can be understood
if one imagines the anomaly in Figure 4 to be located on the direct raypath (i.e. y = 0).
In that case δs arrives at the same time as the zero-order wave, and if its waveform is the
same as that of u(t), all it can do is change the amplitude of the direct wave. In fact, one
can formulate a finite-frequency theory for amplitude data and show that amplitude kernels
have a maximum on the raypath.
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Figure 8. Global distribution of strong earthquakes since 2000. Colour indicates source
depth: purple < 33 km, blue 33-70, green 70-150, yellow 150-300 and red > 300 km.

4. Solving underdetermined inverse problems

In practice we may have thousands, or even more than a million, observed delays δTi,
each one giving one constraint of the form δTi =

∫
Ki(r)δc(r)dV . To solve it, we pa-

rameterize the model by developing the seismic velocity in terms of basis functions hj :
δc(r) =

∑
jmjhj(r). There is a large choice of basis functions, but the most commonly

used are voxels (hj = 1 in voxel j and 0 outside) and spherical harmonic functions. Wavelets
are gaining increased attention, since they are localized in space like voxels but oscillate with
a dominant wavelength much like spherical harmonics. Wavelets thus offer a compromise
between a ‘local’ resolution with voxels and a ‘spectral’ resolution with spherical harmonics
(Simons et al., 2011). But whatever the choice of basis, the result of parameterization is a
linear system of the form:

(8) Am = d

with data d = (δT1, δT2, ..., δTN ), model m = (m1,m2, ...mM ) and matrix elements:

(9) Aij =

∫
Ki(r)hj(r)dV

The number of seismographs capable of permanently recording seismic events at large dis-
tances on Earth is not exactly known. It is probably of the order 104, almost all of them
on land. Many of these are high-quality, digital, broadband seismographs that are rapidly
replacing more classical instrumentation. To this should be added the stations that are part
of the deployment of temporary networks for geophysical explorations of the deep Earth. A
recent (2012) count of the instruments listed in the database of the IRIS Data Management
Center in Seattle, which distributes digital seismograms to the academic community, gave
a total of 13,986 stations (Figure 7).

Although strong seismic sources (strong enough to yield useful data for tomography) are
more evenly distributed over oceans and continents, their distribution is governed by the
configuration of rigid plates covering the Earth and this distribution is far from uniform –
earthquakes occur preferentially at or near the plate boundaries (Figure 8). For S waves, the
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Figure 9. A map view of S velocity anomalies (with respect to the PREM model) at
a depth of 200 km in global model S40RTS (Ritsema et al., 2011).

addition of surface waves may help significantly to resolve the structure in the lithosphere
and upper mantle, down to about 600 km depth (surface waves are dominates by multiply
reflecting S waves). The currently most detailed S wave model is S40RTS (Ritsema et al.,
2011). Figure 9 shows this model at a depth of 200 km. At this depth it is evident that
the oceans are characterized by slow velocity, indicating higher temperatures, whereas the
older parts of the continents are fast.

Even with the addition of surface waves we face a very uneven coverage of information
that we can obtain to study the Earth’s interior. Whereas we can reach a high resolution
in some regions, we lack useful resolution in other areas, such as the mantle under the
Pacific Ocean. One option is to limit the tomographic images to very long wavelengths
only. However, the problem with that approach is that many features of interest in the
Earth have small length scales that sometimes, though not always, can be resolved. The
preferred strategy is therefore to allow for the linear system to be underdetermined: some
small length scales are allowed by the parameterization but not constrained by the data.
This, however, forces us to constrain the unresolved voxels in some way, most commonly by
looking for the smoothest model that satisfies the data. This is fundamentally a subjective
constraint, because there is no geophysical evidence that would prefer smooth models over
rapidly varying ones. We may also introduce objective constraints not present in the data
set: we know for example the range of velocities permitted by silicates and can constrain
the mj to some range of values, a technique known as ‘damping’, because it generally
biases δc(r) towards zero. A special form of damping is to search for a model that can
be represented by the minimum number of wavelets and still satisfy the data within their
estimated errors (‘compressed sensing’) – this can in potentially retain sharp boundaries
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while smoothing over ill-resolved regions (Simons et al., 2011). Collectively, smoothing and
damping efforts are known as ‘regularization’ techniques.

A simple way to study the bias introduced by regularization is to compute a synthetic data
vector for a known model, add random errors to it, invert for a regularized inversion of
such data, and compare the resulting model with the one that generated the data. If such
resolution tests are repeated with different realizations for the errors, one can also study
the effect of data errors on the solutions.

5. Epilogue

Even if future space missions will succeed in putting seismometers on other planets or
moons in the Solar System, the number of these will always be small, and we shall already
be happy if we can obtain the first order radial structure of a planet like Mars. In the ab-
sence of plate tectonics, seismic activity is mainly due to tidal strains and volcanic activity.
The magnitudes of such sources are limited and the probability that we may observe free
oscillations is small. Thus our spatial sampling of the interior of such bodies is limited to
the path traveled by the waves between the sources and the few stations that are avail-
able. If all we can observe are onset times, our information on the velocity increase with
depth is limited to a few raypaths. Our only means of optimizing the depth coverage is
to record a wide band of frequencies, such that we have information over a wide range of
Fresnel volumes, averaging over different depth intervals, for each source-station pair. The
finite-frequency methods recently developed in global seismic tomography for imaging in
three dimensions, offer therefore also the tool of choice for a one-dimensional (depth) in-
terpretation of extraterrestrial seismic data. Finite-frequency tomography proved its worth
on Earth by providing the first images of thermal plumes rising in the lower mantle (Figure
10) .

In helioseismology finite frequency methods are also being used (Birch et al., 2001). Para-
doxically, by observing Doppler shifts recorded on dense CCD’s, helioseismologists can
sample the wavefield at any place on the visible surface of the Sun with a ‘station’ density
that is far superior to that available to terrestrial seismologists, who are hampered by the
limited number of stations on land, and the virtual absence of stations in the oceanic do-
main. The Helioseismic and Magnetic Imager (HMI) satellite, launched on Feb 11, 2010, is
equiped with two 4096 pixel CCDs that observe Doppler shifts in the Fe I absorption line
(6173 Å), enabling us to measure the vibrations of the gas in the photosphere. This mission
follows on the Michelson Doppler Imager aboard the Solar and Heliospheric Observatory
(SOHO). Figure 11, shows perturbations in the acoustic velocity at a depth of about 60,000
km (left), that precede the visible emergence of a sunspot about 30◦ east of the central
meridian (middle) and its magnetic field (right) using data from SOHO (Ilonidis et al.,
2011). The maximum travel time anomaly was 63s.

It is not just the planets that pose a challenge for seismologists to obtain crucial data. The
lack of seismic stations in the oceanic domain visible in Figure 7 poses a major obstacle
to the imaging of mantle plumes. To fill this void, seismologists have begun to develop
robots that float at 1-2 km depth (Simons et al., 2009; Hello et al, 2011). Equipped with
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Figure 10. A map view of model PRI-P05 (Montelli et al., 2006) converted into a
temperature anomaly at a depth of 800 km, showing a correlation between high thermal
anomalies of 100–200◦K (yellow/orange) and the location of ‘hotspots’ with high observed
heat flux at the surface (red dots), indicating plumes rising from the lower mantle.

a hydrophone, these ‘floats’ are able to record the acoustic signals in the water column
that are generated when an incoming P wave from an earthquake at large distance hits the
bottom of the ocean.

The theory of elastic wave propagation needed to interpret seismograms in terms of velocity
models (and thus tomographic images) has developed rapidly and can be considered mature.
As computing resources become more and more powerful, advances are to be expected in the
interpretation of waveforms, which allow us to extract all of the information that is available
through seismic measurements. This will also allow us to get as much information out of
seismometers on other planets as we can. On Earth, we expect that significant progress
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Figure 11. From left to right: the tomographic image of the velocity perturbations
characterizing an emerging sunspot, the image visible at the surface, and its associated
magnetic field. The images in the top row were observed on October 26, 2003, those in
the bottom row two days later. From http://hmi.stanford.edu/Press/18Aug2011/

will still be obtained by densifying station arrays on the continents and by moving into the
hitherto almost inaccessible oceanic domain
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